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1. INTRODUCTION 

 

1.1 Background and Motivation 

 

The internet has changed the way we create and consume media, from downloading songs in 

the early 21st century, to watching videos and movies, and now, streaming real time events 

across the world. Unlike television, where licenses are required to start a channel, and 

expensive equipment needed to do live broadcasts, today anyone with just a phone and an 

internet connection can stream to an audience of hundreds of thousands with just a few taps. 

 

Serving video to a large audience requires a lot of bandwidth. Popular video-game streaming 

platform Twitch recommends 6000 kilobits per second for a Full HD video stream [1]. This 

means for an audience of 1000 people, the server would need to be able to have at least 6 

gigabits per second of bandwidth! Large corporations, such as those who stream sporting 

events, can afford to either rent or buy their own servers to serve a large number of viewers. 

Individuals who wish to stream content cannot afford such infrastructure, and often use 

streaming platforms such as Twitch, YouTube or Facebook Live. 

  

 

 
Figure 1: Streaming using a 3rd party platform 
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Unfortunately, this creates a dependency on external companies to serve your content. This 

comes with several restrictions, such as acceptable content. This means that content which may 

be deemed controversial, or critical of certain entities, may be censored or prevented from being 

served via certain platforms.  Furthermore, one often needs to disclose personal information, 

such as a mobile number, when registering, which raises concerns about privacy and data 

security. 

 

However, it’s not easy for individuals to directly stream to an audience. The average global 

upload speed is around 11Mbps for mobile, and 44Mbps for broadband [2], which is enough 

bandwidth for 2 and 7 users, respectively. They would either need to purchase (or rent) 

expensive servers capable of the bandwidth needed to serve large audiences or use the services 

of streaming platforms for the same.  

 

Evidently, a solution that allows people to stream directly from their home connection, while 

still being able to reach a wide audience, is desirable. This can be achieved by leveraging peer 

to peer communication to utilize viewers’ download and upload bandwidth to re-stream the 

content to other viewers. The aim of this project is to design a protocol for P2P communication 

and develop software around it to allow an individual to start a P2P stream, as well as for 

viewers to connect and watch such streams. 

 

1.2 Objectives 

 

This project has two core objectives: 

- Design a P2P communication protocol 

- Implement P2P streaming with the protocol 

 

The project revolves around communication between peers to exchange stream metadata as 

well as the actual video segments, which will happen over UDP. In order to facilitate this 

communication, an application specific protocol needs to be designed, which will be leveraged 

by the final software to engage in P2P communication.  

 

This protocol should define and describe packet headers, a convention for exchanging 

messages, binary data, message acknowledgement and finally, recovery from a bad connection 

- such as if a peer suddenly stops responding. The communication protocol does not need to 

include aspects such as peer discovery, but instead focus on talking with a peer whose address 

is already known. 

 

This protocol will be leveraged to ultimately develop software that can be used to start a P2P 

stream, as well as to watch such streams, exchanging data with other peers in the process. The 

initial source of the stream should be able to accept connections from a few peers, which in 

turn would send data to other peers, forming a larger and larger P2P network which propagates 

the video stream. Ultimately, a large number of viewers should be able to watch the stream, 

even if the initial source has limited bandwidth. 
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2. TECHNOLOGY REVIEW 
 

Video on demand has existed for quite a while, and yet companies such as Netflix are 

constantly doing research and development in such technologies their entire business revolves 

around it [3]. However, most of this research is in the field of video encoding and compression, 

which is not strictly relevant to the project. 

 

At the same time, different methods of video delivery are of interest, and literature on such 

topics is paramount in designing a system for peer to peer transfer of video. Furthermore, P2P 

technologies themselves are not new by any means, and a lot of applications exist to P2P file 

sharing, such as BitTorrent. While these are for sharing pre-existing files as opposed to real 

time content, we can learn from their implementation of peer to peer protocols and 

methodologies. 

 

2.1 Video delivery over the web 

 

Typically, on the internet, for one to view a resource they need to send an HTTP request, and 

the server then responds with the data in its entirety. This is fine for HTML and small assets 

such as images. However for video this is a problem - one would need to download the 

complete video before they could start playing it, which is obviously not ideal. 

 

This problem is solved by HTTP range requests [4], which allows the requester to specify the 

range of bytes of the resource to download. This allows instant playback of video files without 

needing to wait for the entire file to download. This method of downloading content by 

specifying ranges is called “Progressive download” 

 

 
Figure 2: HTTP range header specifies the byte range requested 

 

However, the web server needs to support “Range” based requests in order to stream video in 

this manner, and furthermore, the video in question needs to be pre-encoded in a manner that 

supports byte-range based splitting.  
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2.2 HTTP Live Streaming 

 

HLS is a protocol developed by Apple for live streaming video over HTTP [5]. It involves 

splitting the video stream into separate chunks at the source, and the client requests separate 

segments from the server depending on a manifest file. The manifest file contains segment 

identifiers which signify which files pertain to the current stream position and should be 

downloaded by the client. 

 

Both the video segments and the manifest file are served over HTTP. In this manner, the client 

only downloads entire chunks of the video segments that are relevant to the current stream 

position. The generation of video segments and the manifest file from a live capture source is 

performed by a separate program and is outside of the server specification. 

 

 
Figure 3: An example HLS manifest. The ts files are video segment identifiers 

 

HLS has also proved to be useful for traditional video streaming, since the client can be 

configured to request certain segments from the manifest based on where the player seeks to in 

the timeline. On the contrary in a progressive download scenario, byte-range based seeking is 

less accurate, and if the user pauses after watching just a second of the video, the progressive 

download continues in the background. 

 

2.3 BitTorrent 

 

The BitTorrent protocol is a well-established and widely used system for sharing files using 

peer to peer communication [6]. Users add a “torrent file” to their BitTorrent client to download 

content. Torrent files, based on the original content, contain a unique identifier which is used 

to find peers. The torrent client then connects to different peers and downloads different pieces 
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of the original file (or a number of files). The client can also accept requests from other clients 

for pieces, and upload parts of the file it has to them. 

 

This peer to peer architecture is quite resilient, because as long as someone has all the pieces, 

anyone else can download the original file. Furthermore, since there is no central server which 

everyone downloads from, the bandwidth is spread across the peers.  

 

The torrent file also contains the SHA-1 hash of all the pieces, so when data is downloaded 

from a peer it can be checked for corruption. All communication between peers takes place 

over TCP, so packet loss is handled automatically. However, using torrent files means the entire 

content needs to exist prior to making the torrent file, as each piece needs to be hashed and 

stored in the torrent file.  

 

2.4 AceStream 

 

AceStream is an application which leverages the BitTorrent protocol for live streaming [7]. 

Although it does provide a peer to peer method for live streaming, there are several drawbacks 

and shortcomings when it comes to using it. Firstly, it is based on the BitTorrent protocol, 

which uses TCP. As a result, during packet loss, streams stutter and might even freeze up for a 

few seconds.  

 

Secondly, AceStream is proprietary software, and therefore, closed source. The little 

documentation that exists is incomplete, and the software is hard to use, for those who wish to 

start a stream. Lastly, AceStream uses a system of “content IDs” to define a unique stream, but 

for peer discovery, the application must connect to AceStream’s private servers to obtain 

another unique hash, which helps in peer discovery. This means that there is a centralized, non-

optional dependency on AceStream’s servers to create and watch streams. 

 

In summary, while AceStream does implement P2P live streaming, its closed source and 

somewhat centralized dependency leaves a lot to be desired. This project aims to solve these 

shortcomings. 
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3. METHODOLOGY 
 

This project involves several different tasks, and many choices. Some of them are design 

focused, such as the communication protocol. Others are development focused, such as the 

final software, as well as communication libraries. A lot of the design and development 

revolves around networking, since at the core peers need to communicate with each other and 

transfer data. This section covers some of the design choices as well as technologies to be used, 

during the course of this project. 

 

3.1 Transport Layer Protocol 

 

When communicating with other hosts on the network, there are two main protocols for sending 

and receiving data - Transmission Control Protocol (TCP) and User Datagram Protocol (UDP). 

TCP first establishes a connection between the two hosts, and then data is exchanged over this 

connection. Data is automatically fragmented across multiple packets if need be, and TCP 

guarantees delivery of data as well as ordering of packets. This makes it extremely useful for 

most communication over the internet, as application developers do not need to worry about 

handling packets, but just the data.  

 

On the contrary, UDP involves sending datagrams over a network, which are individual packets 

that do not have any relation to each other on their own, except for the source and destination. 

This means that there is no sense of ordering, and if a packet is lost, the sender would not know 

so, and the receiver would have no idea that the packet even existed. Any additional logic for 

ordering or retransmission needs to be handled by application developers.  

 

In this project, UDP will be used as the transport layer protocol for communication between 

peers. The primary reason for this is that in TCP, packet loss means the receiver needs to wait 

for data to be retransmitted before it can act on it, which leads to delays. In the context of live 

streaming, this means that the original stream would have moved ahead while the viewer is still 

stuck behind waiting for a lost packet. On the contrary, with UDP, if a packet is lost, it is 

ignored at the transport level, and thus the receiver can at least make use of the data that it did 

receive. Again, in the context of live streaming, this means that while a certain part of the video 

may have a glitch or some artifacts, the stream as a whole would continue, rather than stalling. 

 

3.2 Video Streaming Format 

 

There are a variety of ways in which video can be encoded, stored and transmitted. The project 

is not concerned with codec level video operations, as it focuses on the transport aspect of video 

streaming, specifically through peer to peer communication. Apple HLS was chosen as the 

stream format, as it has several desirable properties which make it an optimal choice for a peer 

to peer scenario. 
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Firstly, the live source is encoded and segmented into chunks independent of how the video is 

served over the network, through another program, such as ffmpeg. As a result, we can abstract 

away the actual video capture and segmentation process and focus solely on the transport 

aspect.  

  

Furthermore, we can implement an HTTP style request-response architecture as is used in 

traditional HLS - a peer requests another peer for a segment of the video, based on the identifier 

in the manifest file. Since HLS by design implements this manifest file, we can easily 

coordinate the current position of a video, and its relevant segments. 

 

Lastly, video segmentation in HLS can handle data loss and corruption without crashing or 

stalling. This means that even if several packets are lost while downloading a segment of video 

from a peer, the result might be glitches when viewing the stream, but not crashes. This goes 

hand-in-hand with our choice for UDP as the transport protocol, discussed in section 3.1, since 

the system will be able to handle the data loss that might arise with UDP without crashing the 

stream. 

 

 

3.3 Application Protocol Design 

 

In addition to the transport layer protocol, the P2P application needs to have a convention for 

sending requests and receiving responses. The design of this protocol involves formatting 

binary messages to be transmitted as bytes over UDP datagrams. Furthermore, we need to 

establish a list of possible requests as required by the protocol, and acceptables responses to 

the same. For instance, one request may be to ask the peer to send a video segment, with 

responses being either the binary segment data, or a message saying the peer does not have the 

segment.  

 

The complete list of possible requests and responses would be a superset of the traditional HLS 

protocol, as we need to handle cases where peers do not have data, as well as some meta-

requests, which deal with exchanging other information about the P2P network rather than just 

the video stream, such as assigning priority and declaring availability.  

 

The message format is inspired from Google’s Protocol Buffer specification, which encodes 

structured data into binary. However, this project would deal with the serialization and 

deserialization of messages at a lower level, as there is a limited scope of requests and 

responses, as opposed to Protocol buffers which are a general encoding scheme. 

 

Lastly, we also define an application header specification, which will be present in every 

datagram that is sent. This would contain information for the ordering of UDP packets, message 

types, and retransmission / acknowledgement policies. This is because since UDP, as discussed 



8 
 

earlier, does not handle anything other than sending packets, we need application specific logic 

for ordering of messages, and in some cases, retransmission.  

 

This application header format is inspired partly by TCP which has certain fields that help in 

ordering of packets, as well as the BitTorrent protocol which uses certain bytes to signify the 

type of message in the context of a specific application. 

 

3.4 P2P Streaming Client 

 

The final client would make use of the application level protocol to view streams by 

participating in a P2P network. For this project, the streaming client, and by extension the 

protocol library, will be developed using node.js, which is a JavaScript runtime designed for 

servers. The reason for choosing node.js is the availability of high level, easy to use socket 

libraries. Since a lot of the development revolves around the network stack, this will greatly 

help in ease of development 

 

Furthermore, node.js also has high level support for binary data, convenient operations on such 

data, and furthermore, the runtime handles all the memory management. So, we can receive 

binary data, operate on it, and store it arbitrarily, without worrying about predefined structures 

and constraints. 

 

Moreover, and perhaps most importantly, node.js is event driven and is based around the idea 

of asynchronous programming. When dealing with multiple sockets, communicating with 

several peers at once, expecting responses and handling incoming data, the event driven, 

asynchronous nature of node.js will be extremely convenient during development to handle 

such communication.  

 

Finally, we define a clear, well designed protocol, which for the purposes of the project is 

developed in node.js. However, other developers can write their own implementations of the 

protocol in any language they prefer, such as Go, Rust, or even C. As long as it adheres to the 

protocol, interoperability of clients is guaranteed. 
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4. SCOPE 
 

In general, the scope of this project is designing and implementing a protocol for peer to peer 

live streaming and revolves around developing the network stack for the protocol into a final 

application, with a few more features for convenience and configuration. This section 

highlights what is in the scope, and what is not.  

 

4.1 In Scope 

 

- Protocol design and specification for P2P communication 

- Implement the protocol into a library using node.js 

- Peer discovery to connect to other peers 

- Leverage the protocol to exchange data amongst peers  

- Implement live stream specific features such as downloading new segments, 

maintaining relative sync 

- Develop a final application which can be used to start a P2P stream or join one 

 

4.2 Out of Scope 

 

- Encoding the original stream into a HLS format 

- Playback (decoding) of the video segments that are downloaded 

- Firewalled networks which block incoming (and perhaps outgoing) connections 

 

4.3 Potential Improvements 

 

These are features which are not part of the core project, but rather extensions of the protocol 

and can be built into the application in the future 

 

- Validation of data received from peers 

- Authentication before joining a stream (Access control) 

- Encrypting data before sending over the network 

- Smart peer selection 
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5. PROJECT SCHEDULE 
 

The project schedule serves as a guideline as to what tasks are expected to be completed by 

when.  

 

Date Goals 

30th September, 2020 - Technology review 

- Decide on programming language 

- Finalize streaming format 

4th October, 2020 - Submit project plan 

- Update project website 

31st October, 2020 - Finalize protocol design 

- Document possible requests and 

corresponding responses 

30th November, 2020 - Implement basic protocol library 

- Develop prototype for peer to peer 

communication with two nodes 

- Handle network stack, packet reassembly 

and retransmission 

31st December, 2020 - Extend prototype to 3 or more peers 

15th January, 2021 - First Presentation 

24th January, 2021 - Submit preliminary implementation 

- Submit interim report 

- Update project website 

31st January, 2021 - Implement automatic manifest and video 

segment requests 

28th February, 2021 - Handle peer disconnects dynamically, 

redirect requests 

31st March, 2021 - Add additional features, such as peer 

health 

- Test across different physical devices 

- Revise and improve documentation 

18th April, 2021 - Submit final implementation 

- Submit final report 

- Update project website 

23rd April, 2021 - Final presentation 

4th May, 2021 - Project Exhibition 



11 
 

6. DELIVERABLES 
 

There are three primary document deliverables - the project plan, interim report, and final 

report. These cover the work done, methodology and results. In regard to the final 

implementation, there are two deliverables core to the project, which are discussed below. 

 

6.1 Protocol Specification 

 

A large part of the project is designing a protocol to facilitate peer to peer communication. The 

application protocol is over UDP and needs an additional header to facilitate ordering and 

retransmission. Furthermore, there are different types of requests that may be sent, and 

corresponding responses. The first deliverable is a detailed document covering the protocol 

specification. This document should serve as a reference for all the possible messages 

exchanged within the protocol, so that others who wish to design an implementation can do so 

without needing to reverse engineer the application. 

 

6.2 P2P Streaming Client 

 

The second deliverable is the final application, which implements the protocol to create as well 

as participate in peer to peer streams. The final application would be developed in node.js, and 

most likely be available as a command line program, which would download segments from 

different peers, and ultimately serve as the source for another video player to actually playback 

the stream. 
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